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Executive Summary 

This deliverable, D3.5 “Initial Site-wide Data Storage and Governance suite” presents the 
initial work done towards the design and the implementation of the Site-wide Data Storage 
and Governance suite. Starting from the architecture and component definitions of the Data 
Integration and Management Layer provided in D2.4 a further investigation of non-functional 
requirements is conducted, considering the specialty of the distributed deployment among 
the edge, the fog, and the cloud.  

The main purpose of the Data Storage and Governance suite is to provide reliable historical 
and live data across the factory premises and the knowlEdge platform components in the 
cloud. The suite consists of two main components: a Historical Data Storage and a Real-
Time Broker. The Historical Data Storage will provide flexible and scalable storage service 
targeting both edge and the cloud. On the edge this component will be light weight storage 
with limited capacity to allow for operation on devices with limited resources whereas on the 
cloud it will be highly scalable. The Real-Time Broker will provide routing of messages 
across services between different components. It is designed to work on limited memory 
and computational footprints on the edge whereas it will be highly scalable in the cloud. Both 
components of the Data Storage and Governance suite expected to be fault tolerant to 
enables the knowlEdge system to continue operating properly in the event of the failure.  

After the introduction section follows a section providing an overview of the Site-wide Data 
Storage and Governance suite. Section two is dedicated to the Historical Data Storage 
service whereas the section three describes the Real-Time Broker service. The final section 
provides a short summary. 
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0 Introduction 

0.1 knowlEdge Project Overview 

The knowlEdge is is a project funded by the H2020 Framework Programme of the European 
Commission under Grant Agreement 957331 and conducted from January 2021 until 
December 2023. The knowlEdge consortium consists of 12 partners from 7 EU countries, 
and its solution will be tested and evaluated in 3 manufacturing sectors with a total budget 
of circa 6M€. Further information can be found at www.knowlEdge-project.eu 

AI is one of the biggest mega-trends towards the 4th industrial revolution. While these 
technologies promise business sustainability and product/process quality, it seems that the 
ever-changing market demands and the lack of skilled humans, in combination with the 
complexity of technologies, raise an urgent need for new suggestions. Suggestions that will 
be agile, reusable, distributed, scalable, accountable, secure, standardized and 
collaborative.  

To break the entry barriers for these technologies and unleash their potential, the knowlEdge 
project will develop a new generation of AI methods, systems and data management 
infrastructure. This framework will provide means for the secure management of distributed 
data and the computational infrastructure to execute the needed analytic algorithms and 
redistribute the knowledge towards a knowledge exchange society. To do so, knowlEdge 
proposes 6 major innovations in the areas of data management, data analytics and 
knowledge management: (i) A set of AI services that allow the usage of edge deployments 
as computational and live data infrastructure, an edge continuous learning execution 
pipeline; (ii) A digital twin of the shop-floor to test the AI models; (iii) A data management 
framework deployed from the edge to the cloud ensuring data quality, privacy and 
confidentiality, building a data safe fog continuum; (iv) Human-AI Collaboration and Domain 
Knowledge Fusion tools for domain experts to inject their experience into the system to 
trigger an automatic discovery of knowledge that allows the system to adapt automatically 
to system changes; (v) A set of standardization mechanisms for the exchange of trained AI-
models from one context to another; (vi) A knowledge marketplace platform to distribute and 
interchange AI trained models. 

0.2 Deliverable Purpose and Scope 

The purpose of this deliverable D3.5 is to introduce the Site-wide Data Storage and 
Governance suite and to outline its functionality within the frame of the knowlEdge platform. 
It summarises the initial findings concerning the design and the implementation of the Site-
wide Data Storage and Governance suite. Focusing on non-functional requirements derived 
from the targeted edge computing architecture, this delivers outlines design restrictions 
enforced by the targeted architecture and elaborates on possible solution for overcoming 
those restrictions. Those findings are to be used within the other work packages in the 
detailed design of components utilising the services that the Site-wide Data Storage and 
Governance suite will provide. Those services are including a Historical Data Storage 
service and a Real-Time Brokering service. The final design and implementation decisions 
of those services are to be made considering the possible design modalities of the 
dependent components.       
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0.3 Target Audience 

The deliverable D3.5 aims primarily at partners involved in technical WPs (WP4, WP5, WP6 
and WP7), which components are relaying on services provided by the Historical Data 
Storage service and the Real-Time Brokering service. Additionally, D3.5 is relevant for other 
technical WPs and non-technical partners that are involved in the development of the project 
pilots. Non-functional requirements concerning privacy, confidentiality, and data sovereignty 
are to be addressed in the design phase of the pilots, involving the IT departments of the 
pilot partners. Additionally, as a publicly available document, this deliverable may be of use 
to the broad scientific and industrial community. 

0.4 Deliverable Context 

This deliverable is based on the project procedures as defined within the knowlEdge 
Description of Action and Consortium Agreement and where necessary extends them in the 
operational aspects. However, it is subservient to those documents. 

0.5 Document Status  

This document is listed in the Description of Action as “public” since the information and the 
analysis presented in the deliverable is envisioned to be beneficial for the audience outside 
the consortium. 

0.6 Document Dependencies 

This document has no preceding documents. Deliverable D3.6 Final Site-wide Data Storage 
and Governance suite will be a follow-up version which will include the final results from 
T3.3. If explicitly requested by reviewers, a definitive version can be made available at the 
end of the project. 

0.7 Glossary and Abbreviations  

A definition of common terms related to knowlEdge, as well as a list of abbreviations, is 
available at www.knowlEdge-project.eu/glossary 

0.8 External Annexes and Supporting Documents 

External Documents: 

• Annexes: 

• none 

• Supporting Documents: 

• none 

0.9 Reading Notes 

• None 
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0.10 Document Updates 

None 
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1 Overview of the Site-wide Data Storage and 

Governance suite  

This section gives a brief introduction about the task’s objectives and the overall 
architecture. 

1.1 Purpose 

The main purpose of the Task 3.3 is to provide reliable historical and live data across the 
factory premises and the knowlEdge platform components in the cloud.  

Distributed AI applications and Digital twin frameworks need live data from the site for taking 
immediate actions and to provide required notifications to the stakeholders involved. The 
consumers of the live data can be running on site or might be running on a centralized 
location. A high-performance pipeline or a broker is needed to deliver the live data to these 
services. This should be able to handle very high data rate and should be able to handle the 
network failures by providing a caching mechanism.  

Historical data is needed for the visualization, data mining and machine learning model 
training purposes. There is a need of a storage solution which can address the different 
needs of the edge and the cloud services, and which provides a storage to multi-dimensional 
data generated by the sensors deployed in the factory premises. 

Both the storage and the message broker are expected to be tolerant to the faults involving 
the node failure and network disconnections. 

Managing data which is spread across the edge, the fog, and the cloud requires 
consideration of data governance and orchestration mechanisms. The data governance is 
responsible for setting the policies that control the distribution of data across the edge and 
the cloud with a focus on privacy, confidentiality, and data sovereignty. The data 
orchestration is responsible for the efficient migration of the data to the right location 
whenever it is needed seeking to reduce bandwidth and overcome network latency. The 
orchestration task is to be considered in a broader context which, depending on the concrete 
data governance requirements and the infrastructure limitations, might impose migration of 
the component consuming the data to the place where the data is located instead of moving 
or replicating data across the edge, the fog, and the cloud.   

1.2 Overall Concept 

The main components of the Data Storage and the Governance suite are:  

1. Historical Data Storage service is a flexible and scalable storage service targeting 
both edge and the cloud. This component will be light weight storage with limited 
capacity for the edge whereas it will be highly scalable storage for the cloud. In 
addition to the basic CRUDL APIs, the service also envisioned to provide decision 
support on data migration across the premises, data compression, data 
transformation and aggregation. 

2. Real-Time Brokering takes care of the routing of messages across services 
between different components. The component is scalable and fault tolerant. Like the 
Historical Data storage, Real-Time brokering is also expected to work on limited 
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memory and computational footprints on the edge whereas it needs to be scalable in 
the cloud. 

 

1.3 Relation to other Components of the Data Integration and 

Management Layer  

This section is using the architecture and component definitions provided in D2.4 to 
elaborates further on important non-functional requirements which are not covered by T2.4 
and are related to the specific aspects of the distribution of those components among the 
edge, the fog, and the cloud.   

The Site-wide Data Storage and Governance suite which components are highlighted on 
Figure 4 is part of the Data Integration and Management Layer of the knowlEdge platform. 
This layer is responsible for extracting data from the shop floor and other manufacturing 
systems, their validation, aggregation, and anonymization, as well as for storage 
management and provisioning of those data to the other system components spread across 
the edge and the cloud.  

In addition to the Site-wide Data Storage and Governance suite components this layer 
includes the Data Collection Platform component (T3.1) and the Data Quality Assurance 
component (T3.2) as shown on Figure 1. The Data Collection Platform is responsible for 
retrieving row data from the machines on the shop floor. Those live data are then sent for 
processing to the Data Quality Assurance component using the service of the Real-Time 
Broker. The data are then forwarded over the broker to the Historical Data Storage. Other 
knowlEdge components can subscribe to the Real-Time Broker to receive the live data.     

Considering the deployment modalities, the Figure 1 visualises the possible distribution of 
the Data Integration and Management Layer components across fog and the cloud.   
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Figure 1: T3.3 components and its relation to other tasks in WP3 

 

1.3.1 Data Collection Platform 

The Data Collection Platform (T3.1) is the module responsible for collecting data from the 
shopfloors and make them available to the modules that want to consume that data. The 
platform has the main purpose to abstract all the details of the different data collection 
protocols and creating a plug & play data abstraction layer. This component will make the 
data available for processing at the upper layers using a uniform data model. The 
northbound interface is composed of two components: one for the Real-Time streaming of 
the data coming from the shopfloors via MQTT and one for the configuration of the platform 
in terms of field protocols (southbound interface), streaming of the data (northbound 
interface) and internal processing (data model transformations, unification etc.). 

http://www.knowledge-project.eu/
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 Components of the Data Collection Platform 

The following schema (Figure 2) represents the internal structure and the connectivity of 
the component to the rest of the platform. 

 

 

Figure 2: Data Collection Platform Architecture 

 
The component is composed of the following subcomponents: 

• Sensor Reader Interface: This interface is composed of the set of the field protocol 
needed for connecting the pilots' sensors to the knowlEdge Data Collection Platform. 
The interface has to be aware of the details of the protocols in terms of networking, 
configuration and specific data model. 

• Sensor Protocol Adapter: This module handles the adaptation to/from the specific 
communication protocols adopted by the target data source and extracts the raw data 
from the communication messages.   
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• Unified Data Collector:  The module is responsible to add semantics to the lower-
level object and make them available to the upper level.  

• Data Model Abstractor:  The data model abstractor unifies the different information 
models that depend on the specific field protocol, in order to hide that information when 
the data is presented to the real-time broker  

• MQTT Data Streamer:  This module is responsible to publish the data into the Real-
time Broker of the Data Integration and Management Layer  (T3.3 Real-Time Broker).  

• Platform Configurator:  The platform configurator exposes a REST API for the 
configuration of all the internal and external modules. Examples of configurations are 
the topic where the platform publishes the data, the configuration of the platform when 
a new sensor is been plugged into the system, its information model etc.   

 

1.3.2 Data Quality Assurance 

The initial architecture of Data Quality Assurance Framework defined to measure, assess, 
and improve the data quality, as well as monitor the data is shown in Figure 3.  

 

Figure 3: Initial Data Quality Management Architecture 

   

In the above figure, the framework is composed of four main components: Operation & 
Visualization UI, Data Preprocessing, Data Quality Assessment, and Data Quality 
Improvement.  

• Operation & Virtualization UI: It provides the user interface to the data scientists to 
define and manage the data requirements, dimension rules for data quality 
assessment. Furthermore, it allows to generate the data assessment report and 
visualized data in an intuitive way.   

• Data Preprocessing:  It does the preprocessing operations to the raw dataset such 
as filtering, eliminating duplicates, and formatting, etc.   
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• Data Quality Assessment:  It validates and measures data quality using the metrics 
and algorithms developed from the defined data requirements and dimension rules.   

• Data Quality Improvement: It provides the solutions to improve the data quality 
according to the data quality assessment report. 

• Data Collector API: This API is dependent on the API used by the Real-Time Broker. 
It is used to implement a consumer of messages with predefined topic name coming 
from the Data Collection Platform.     

• Data Delivery API: This API is dependent on the API used by the Real-Time Broker. 
It is used to implement a message producer sending the processed data back to the 
Real-Time Broker which is forwarding it to the Historical Data Storage.   

 

Furthermore, the Data Quality Assurance Framework can be extended to provide data 
aggregation and data anonymization services which are currently not included in the 
architecture on Figure 3. The Data Aggregation will combine datasets from different data 
resources. The Data Anonymization will provide the capability to protect the personal 
information from the privacy perspective.  

 

1.4 Relation to Components outside of the Data Integration and 

Management Layer  

The Figure 4 belowFehler! Verweisquelle konnte nicht gefunden werden. is an overview 
of the high-level architecture of the knowlEdge platform and provides a formal split in 
functional components. The components of the Site-wide Data Storage and Governance 
suite are highlighted in yellow. The following table summarises the relation of those 
components with other knowlEdge components which are not belonging to the Data 
Integration and Management Layer.  

 

Needs/Gives What With 

Gives live data and historical data 2-Axis Decision Support System 

Gives Real-Time Brokering Digital Twin 

Gives Meta Information about Datasets knowlEdge Marketplace 

Gives Access to historic and real-time data knowlEdge Discovery Engine 

Gives Online data streams AI Model Generation 

   

   

Table 1: Related Components 

 

http://www.knowledge-project.eu/


Towards AI powered manufacturing services, processes, and products in an edge-to-cloud-
knowlEdge continuum for humans [in-the-loop] – www.knowlEdge-project.eu 

 

 

 
D3.5 Initial Site-wide Data Storage and Governance suite - Vs: 1.0 - Public 10 / 30 

Indirect relations exist additionally with the components of the Platform Services Layer which 
are providing cross-platform functionality. The Deployment System will be of help for the 
implementation of orchestration services, reflecting the data governance requirements. 

 

.    

 

Figure 4: knowlEdge Global architecture 

 

1.5 Edge Computing Architecture 

An important aspect of the system design in addition to the decomposition of system in 
functional components is to consider how those components are spread across different 
locations. This is especially impotent for systems spread across the edge and the cloud.    
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As introduced on couchbase.com1 a generic edge architecture can be visualized as a set of 
layers, which makes the concept easier to understand. This is shown in Figure 5 below. In 
our case we need to find a proper merge of the knowlEdge Global architecture (Figure 4) 
along with the generic edge architecture considering infrastructure limitations, data privacy 
and security issues, and design modalities of the interconnected components. Section 2.4 
identifies several possible solutions.      

 

Figure 5: Generic Edge Computing Architecture2 

 
1 https://blog.couchbase.com/edge-computing-architecture-introduction/ 
2 https://i0.wp.com/blog.couchbase.com/wp-content/uploads/2021/10/edge-computing-architecture-diagram.png?ssl=1 
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2 Historical Data Storage Service 

2.1 Overview 

The historical Data Storage Services is responsible for storing all the historical raw and 
processed data and ensures that it is available for the services using this data originated 
from the factory premises and related processed data. Raw data includes the data collected 
from the sensors deployed on the shop floor and the processed data includes the 
intermediate data generated by different services working on the IoT data. 

Collecting and managing fast-moving time-series data generated by IoT devices in 
distributed environment dominated by low footprint devices on the edge (factory shop floors) 
is a challenging task. It requires dedicated approach to achieve acceptable results under 
the given circumstances. Network capacity and latency restrictions across the factory 
premises and the knowlEdge cloud are additional factors to be considered in the 
implementation.  

The Historical Data Storage Service is envisioned to be deployed on the Edge, Fog and 
Cloud serving the different needs of the data consumers. The storage service running on 
the Edge location shall store the raw data directly coming from the Data Collection Platform 
Component. The services running on the Edge location can also store the processed data. 
The Fog and Cloud deployments of the storage will have raw or processed data based on 
the demands of the services using it. Placement of the data in the place where it is needed 
increases the throughput and reduces the cost incurred in the transfer of the data across 
different locations. This also reduces the migration of confidential and private data of the 
premises. 

 

2.2 State-of-the-art 

The following table represents a comparison of existing solutions and relevant technologies 
for Historical Data Storage. Based on this comparison we have identified Apache IoTDB as 
a best match so far with all the basic needs. 

 

Required 
Features 

Apache 
IoTDB 

Linksmart 
HDS 

Nxw Symphony 
HDS 

OGC Sensorthings 
(FROST or GOST) 

EdgeX 
Foundry 

CouchDB InfluxDB 

Link https://iotdb.a
pache.org/  

https://github.c
om/linksmart/h
istorical-
datastore  

https://www.next
works.it/en/prod
ucts/brands/sym
phony  

https://github.com/go
st/server  

https://docs.ed
gexfoundry.or
g/1.3/microser
vices/core/dat
a/Ch-
CoreData/  

https://couc
hdb.apache.
org/  

https://www.
influxdata.c
om/ 

Supported 
storage 
Backends 

custom tsfile 
formats. 
Also 
integrated to 
HDFS and 
HIVE 

SQLite. Can 
be extended 
to any SQL 
supporting 
DBs 

PostgresQL, 
ElasticSearch  

PostgresQL Redis couchdb influxdb 

Deployment on 
IoT gateways 

Yes designed 
specifically 
keeping edge 
scenarios 

Yes though not designed 
to run on gateways, it 
can still run 

yes yes yes 

http://www.knowledge-project.eu/
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Required 
Features 

Apache 
IoTDB 

Linksmart 
HDS 

Nxw Symphony 
HDS 

OGC Sensorthings 
(FROST or GOST) 

EdgeX 
Foundry 

CouchDB InfluxDB 

Time series 
support 

Yes yes Yes yes yes no (see 
https://githu
b.com/apac
he/couchdb/
issues/1531
) 

yes 

Visualization 
support 

integration to 
Grafana 

integration to 
Grafana 

Yes has integration to 
Grafana with 
Linksmart 
sensorthing 
datasource 

no  no yes 

Standardized 
metadata support 

No no. Can be 
integrated to 
Linksmart 
Thing 
directory 
(https://github.
com/linksmart/
thing-
directory) 

Yes OGC sensorthings 
sensing  

no  flexible. 
Applications 
can store 
any data in 
the 
document 
store 

Flexible. 
Applications 
can store 
any data by 
using SQL 
like queries  

Standardized 
data  

No SenML Flexible OGC sensorthings 
sensing  

no  flexible. 
Applications 
can store 
any data in 
the 
document 
store 

Flexible. 
Applications 
can store 
any data by 
using SQL 
like queries  

Authentication internal user 
management 

yes. Both 
openID and 
mTLS 

Yes doesnt have in build 
support 

yes yes yes 

Authorization and 
access control 

with roles partially 
supported  

Yes not out of the box yes yes 
(https://docs
.couchdb.or
g/en/stable/i
ntro/security
.html) 

yes 

Edge Fog Cloud 
Data 
Synchronization 

yes. Using 
TSFile Sync 
(https://iotdb.a
pache.org/Use
rGuide/Master
/Collaboration-
of-Edge-and-
Cloud/Sync-
Tool.html) 

partially 
supported 
using 
https://github.c
om/linksmart/h
ds-data-
synchronizer 

Yes no. But postgres 
plugins can provide it 
(https://www.2ndqua
drant.com/de/resourc
es/pglogical/docume
ntation/) 

no  yes not 
supported. 
Any 
message 
queue can 
be used to 
achieve this 
on top of 
the DB 

Selective data 
propagation 

No no  Yes not out of the box no  yes not 
supported. 
Any 
message 
queue can 
be used to 
achieve this 
on top of 
the DB 

Aggregation 
support 

Yes yes. For 
selected 
aggregations 

Yes not out of the box no  NA yes 

Built in retention 
support 

yes with TTL no Yes no no  NA yes 

Multidimensional 
data ingestion 
and query 
support 

Yes yes ElasticSearch 
Yes, Postgres 
No (can be 
developed) 

yes yes NA yes 
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Required 
Features 

Apache 
IoTDB 

Linksmart 
HDS 

Nxw Symphony 
HDS 

OGC Sensorthings 
(FROST or GOST) 

EdgeX 
Foundry 

CouchDB InfluxDB 

Failure recovery Yes no.   Yes Postgres failure 
recovery  

no  yes yes 
(clustering 
is only 
supported in 
commercial 
version) 

Availability Yes no Yes yes no  yes yes 
(clustering 
is only 
supported in 
commercial 
version) 

Open Source Yes yes NeXtworks will 
provide the 
license for the 
software for the 
entire duration of 
the project. The 
open source 
release of the 
software can be 
discussed 

yes yes yes yes.  

Maturity (TRL) 
 

4 9 6 no data 9 9 

Documentation well 
documented 

wiki. Well 
documented 

Documentation 
provided by 
NeXtworks 

wiki. Well 
documented 

Though the 
whole platform 
is documented 
well, the data 
microservice 
has less 
documentatio
n 

well 
cocumented 

well 
documented 

Maintenance  by Apache 
foundation 

less than few 
developers 

Maintained by 
NeXtworks 

by Fraunhofer 
(FROST) and 
Geodan (GOST) 

backed by LF 
Edge 
Members  

by Apache 
foundation 

backed by 
influxdata 

Additional 
features 

  
Data prefilter 
and 
subsampling. 
Configuration 
preset can be 
defined and 
applied 

    

Conclusion This is a best 
match so far 
with all the 
basic needs. 
What it still 
lacks: 
selective sync 

This is a good 
candidate 
considering 
the sync and 
API support. 
This can also 
be extended 
to any data 
backend (with 
code 
changes) . 
Only problem 
is that this 
does not have 
active 
developer 
support 
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Table 2: Comparison of existing solutions and relevant technologies 

 

2.3 Component Diagram 

Figure 6 depicts the components of the Historical Data Storage Service and the interfaces 
to the external components. This is an initial version and reflects mainly functional aspects. 
Depending on the non-functional requirements, which are to be clarified within the frame of 
the pilot implementations, the component decomposition might be changed.     

 

Figure 6: Initial Historical Data Storage Service architecture 

 

The internal components of the Historical Data Storage are the following: 

• Metadata Manager is responsible for submitting and retrieval of the historical data 
properties. The properties can include the type, information about the source, 
aggregation information, retention information and the means to access the actual 
data.  

• Data Manager is responsible for storing and retrieval of the historical data. The Data 
Manager is envisioned to have CRUDL APIs. The storage is expected to be 
lightweight in the edge location and scalable in the cloud location. This component 
depends on the Metadata manager to validate the incoming data against the possible 
data types and the data sources. 
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• Data Governance Manager configures the Historical Data Storage service to 
distribute the data across Edge, Fog and Cloud with the focus on privacy and 
confidentiality.  

• Data Orchestrator takes care of migration of the data across multiple locations 
based on the needs of the data and based on the configurations provided by the Data 
governance manager. 

 

2.4 Security Considerations 

Another big benefit of the edge computing model is robust support for data privacy and 
security. These considerations are critical for applications that handle sensitive data, such 
as in healthcare or finance. A key value point for edge computing is that sensitive data never 
has to leave the edge. 

 

2.5 Deployment  

This section elaborates on important deployment aspects considering possible data 
governance requirements and infrastructure limitation such as bandwidth limit and network 
latency. It is essential in the context of edge computing to move the data processing 
components close to the data, when for various reasons data provisioning in the cloud is not 
possible or not feasible. Considering the possible location of the Historical Data Storage 
(HDS) and the location of the components of the knowlEdge platform, which are consuming 
the HDS data, several distinct configuration options can be identified. Each of those options 
are described below and the possible issues concerning the data governance aspects in 
terms of privacy, confidentiality, and data sovereignty plus the data orchestration aspects in 
terms of infrastructure limitations are addressed. Those concerns are applicable in a similar 
way to the Real-Time Broker.     

The figures from 7 to 10 represent various deployment options. On the left half side on those 
figures one most probable IT infrastructure of a manufacturing company is represented. The 
bottom part of it is allocated for local computation and storage resources, including IoT 
devises and computers/servers located in shopfloors, a possible data centre located on the 
company premises or close to it. The upper part of it depicts eventual private cloud 
infrastructure used by the company. This could be the case after a migration of a local data 
centre to cloud infrastructure. All the resources on the left side are protected by a firewall 
from the outside world and are within a virtual private network (VPN).  The right half side of 
those figures, locates a public cloud infrastructure on which various components of the 
knowlEdge platform are to be provisioned. There are deployed, for example, the knowlEdge 
Marketplace and the AI Model Repository. The public cloud infrastructure includes 
additionally High-Performance Computing (HPC) resources. Optionally, depending on the 
selected Edge Computing Architecture, it can host components implementing machine 
learning, artificial intelligence, or decision support system functionalities. In the public cloud 
a node of the Historical Data Storage or an instance of the Real-Time Brokering component 
can be deployed if needed.  

The symbols used in the diagrams are described next shortly:  
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Messages coming from the IoT devices via the Data Collection 
Platform  

 

 

Real-Time Broker 

 

 

Historical Data Storage 

 

   

AI Model Repository 

 

 

 

Artificial Intelligence, Machine Learning or Decision Support System 
compute component 

 

 

High-Performance Computing resources used for faster processing 
of AI and ML workloads 

 

 

The directed lines in the diagram are used to describe data flows, which are using physical 
network connections for the transition of the data. The colour of the lines (blue, yellow, or 
red) is used to indicate the level of complexity in terms of network performance and data 
protection aspects. The blue connections a less complex to implement, the yellows are the 
next complex, and the red connections are the most difficult to implement and maintain. For 
example, the yellow lines in Figure 7 are connections from the company shopfloor to the 
company private cloud infrastructure. As this cloud infrastructure is usually far away from 
the company location, latency and/or traffic limitation issues might arise. It is advisable to 
address those issues on design phase and check whether the existing connection to the 
private cloud can handle the expected load. If that is not the case and if the capacity of the 
connection cannot be increased to the desired level, because of, for example, physical 
limitations or limitation in the budget, then it should be looked for design changes which are 
reducing or avoiding the traffic over the yellow lines. For example, an alternative distribution 
of the involved components within the existing cloud-edge infrastructure can help to resolve 
this issue. In the cease of the red lines, an increase of complexity is caused by the exposure 
of data and intranet infrastructure to the public network in addition to the latency and/or traffic 
limitation issues. 

 

Br
ok
er HDS 

AI/ML/DSS 

HPC 

AI 
 Models 
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The most straightforward deployment configuration is presented of Figure 7. In this case, 
following the goal to keep the data processing close to the data source, most of the 
components are deployed on the edge node, close to the manufacturing facilities. In order 
to avoid traffic limitation issues in respect with the public cloud, the historic sensor data are 
not instantly mirrored on the public cloud. The assumption is, that the main consumer of the 
sensor data is an AI/ML/DSS component located in the edge and the AI/ML/DSS component 
on the public cloud does not need instantly live sensor data. Access to the live data coming 
via the Real-Time Broker to the public cloud are mainly need at the beginning for initial 
training of prospective AI/ML models only. The training might need an extraordinary 
computation power and for this purpose the sophisticated algorithms perhaps will need to 
use the HPC resources available by initial design only in the public cloud infrastructure of 
the knowlEdge platform. 

 

Figure 7: Deployment Configuration Version 1 

 

Providing access to the HDS located in company protected network for the knowlEdge 
platform components located on the public cloud is a difficult task. Implementing this access 
requires opening a port on the firewall, which introduces a security risk. It is not excluded, 
that such connections are not allowed at all by the company network security policy. A work 
around for this problem is suggested in Deployment Configuration Version 2 on Figure 8. In 
this case an additional instance of the HDS and the Real-Time Broker are deployed on the 
public cloud. The sensor data and the messages are sent then from the corresponding 
internal HDS and Real-Time Broker instances to the public cloud instances respectively. As 
the dater are pushed from the intranet to the cloud, no access from the outside in the 
protected company network is anymore needed.  

Additionally, filters can be used to reduce the traffic to the public cloud. Keeping a come of 
the historical data in the cloud, or a subset of them, results in additional reduction of the 
network load traffic in the cases where the same data in the HDS needs to be retrieved 
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several times may the AI/ML/DSS components. The cloud Real-Time Broker instance 
prevents messages from traveling fort and back to the internal Real-Time when the publisher 
and all subscribers of a topic are all located on the public cloud.           

 

Figure 8: Deployment Configuration Version 2 

 

The broadcasting of the sensor data to the public clod can be avoided at all and this might 
be even need if the real-time messages cannot be delivered timely to the cloud because of 
network delays. This is proposed in Deployment Configuration Version 3 on Figure 9. For 
the implementation of this deployment configuration HPC resources must be provided on 
the edge or in the intranet. When HPC resources are available on the edge, then all the 
AI/ML/DDS components utilising the HPC can be relocated to the edge. This will eliminate 
the need for forwarding the real time message to the public cloud, as initial model training 
can be executed on the edge.  

Most of the leading cloud services providers today are offering HPC solutions for the edge. 
Portable high-powered servers with huge GPU capacity are configured for easy plugging in 
the edge network and can be rented by the customers on daily basis for competing one time 
tasks as ML model training in the edge. For example, Oracle is offering such edge HPC 
solutions under the name Roving Edge Device.   
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Figure 9: Deployment Configuration Version 3 

 

Another option for provisioning of HPC resources to the edge is to use virtualisation 
technology and integrate a dedicated VM running on the public cloud HPC cluster within the 
company intranet, using VPN and reverse proxy. Such deployment configuration is 
proposed with Deployment Configuration Version 4 on Figure 10. This solution is fishable 
when the connection to the public cloud is capable to handle the real time traffic. The main 
benefit of this version in comparison with version 2 is the data protection. The data of the 
real-time messages does not leave the protected network area of the company, output it is 
processed on the public cloud. This option is suitable for cases, where the customer is not 
able to provide on its own adequate HPC resources in the edge or in the fog and the strong 
security policy of the company does not allow to deploy version 1 or version 2 of the 
deployment configuration as described above.    
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Figure 10: Deployment Configuration Version 4 
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3 Real-Time Brokering 

3.1 Overview 

The Real-Time Brokering is the component that distributes the data collected from the 
shopfloors and early processed by the data quality assurance and anonymization modules 
towards the various components of the upper layers of the knowlEdge system. The 
messages that will be shared through this component will be both event-based messages 
(such as the mechanism for triggering events) and data streams (data coming from the 
sensors and the various systems acting as data sources at the shopfloors).  

The Real-Time Brokering implementation in the knowlEdge system prototype is based on 
the RabbitMQ3 open-source software, a widely used message broker supporting multiple 
messaging protocols that can rely on a large community of developers.  

RabbitMQ has been selected based on a survey of the most widely used Real-Time 

Brokering. It is a good tradeoff for flexibility, robustness and security.  

 

3.2 Data Models and Protocols 

MQTT and AMQP are actually the most widely used protocols for sharing data among IoT 
devices and software modules for the processing and storage of IoT data. They are 
extensively used for exchanging messages since they provide an abstraction to the different 
interacting systems so that they can simply use a Publish/Subscribe communication pattern 
without taking care of the internal details of the message routing towards the various 
intended receivers.  

In fact, these two data exchanging protocols follow the Publish/Subscribe pattern. The 
sender of the message (called publisher) does not explicitly declare the receiver. Instead, 
the message will be sent to all the clients who have subscribed to the given class of 
messages. So, it is a task of the receiver to identify and subscribe to the various types of 
messages he/she wants to collect. 

This pattern provides greater network and processing scalability, with more dynamic network 
topologies. If compared with traditional point-to-point communications between single pairs 
of sender/receiver, it may result in a decrease of flexibility in terms of structure of the 
information model, since a unified model has to be agreed among a single sender and 
multiple receivers. 

Both MQTT and AMQP need a Message Broker that exchanges the messages among the 
actors: the broker takes note of the clients currently connected and makes sure that the 
messages are sent to the correct clients who have been subscribed to a certain class of 
messages. The only difference between these two protocols (in terms of class of messages) 
is that MQTT relies on a message topic (a string who uniquely identifies the message class 
and then the subscribers who should receive it) while AMQP relies on queues (a data 
structure composed by a set of messages that will be delivered in First Input First Output -
FIFO – order). 

 
3 https://www.rabbitmq.com/  
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RabbitMQ introduces the concept of Exchange, i.e., the agent who takes care of distributing 
each incoming message to the correct message class (queue or topic) through a predefined 
binding, as represented in Figure 11. 

 

 

Figure 11: Topics and queues for message exchange between publishers and subscribers 

 

RabbitMQ provides the following interfaces to interact with its functionalities. 

 

INTERFACE DESCRIPTION DEFAULT PORT 

HTTP/HTTPS Access to the WEB GUI and 
configurations 

15672 (HTTP) 

15672 (HTTPS) 

MQTT/MQTTS Publish/Subscribe via MQTT(S) 1883 (MQTT) 

8883 (MQTTS) 

AMQP/AMQPS Publish/Subscribe via AMQP(S) 5672 (AMQP) 

5671 (AMQPS) 

CLI Command line interface for 
management and configurations 

- 

Table 3: RabbitMQ interfaces 

 

For the first release of the Data Collection Platform [D3.14], the Information Model that has 
been chosen for the northbound MQTT-based interface (which allows the Data Collection 
Platform to publish the data retrieved from the shopfloors to the Real-Time Brokering) is the 
following:  
 
TOPIC: <sourceType>/<sourceID>/<infoType>/<sensorType>/<sensorID> 
Where: 

 
4 D3.1 Initial site-wide data collection and integration toolkit   
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• sourceType: it depends on the measurement type, for the Data Collection Platform 
will be shopfloor 

• sourceID: id assigned to a specific source (e.g., parmalat-01)  

• infoType: represents the measurement type, as follows: 
o sensorRawData for raw measurements  
o sensorVerifiedData for data published after the refinement stage  

• sensorType: it specifies whether the measurement is a Real-Time flow 
(flowMeasurement) or Historical Data (historicalMeasurement) 

• sensorID: the id of the sensor (will be a replica of the input topic, for MQTT based 
input data) 

 
Currently, since the details of most the Use Cases are still to be analysed, just a first draft 
of the northbound Data Model has been specified and implemented at this stage. The data 
are exported using the following payload: 

 
{ 

    "timestamp":"<Timestamp msg received>", 

    "originalTimestamp":"<Timestamp found in payload (OPT)>", 

    "sourceType":"<see topic specs>", 

    "sourceID":"<see topic specs>", 

    "infoType":"<see topic specs>", 

    "sensorType":"<see topic specs>", 

    "sensorID":"<see topic specs>", 

    "metricName ":"<Name of the Metric (OPT)>", 

    "metricValue":"<Value>", 

    "measureUnit":"<Masure Unit related to the Value (OPT)>" 

} 

Figure 12: The MQTT message’s payload used to unify the data read from the sensors 

3.3 Component Diagram 

The Real-Time Brokering provides publish and subscribe interfaces to its clients. The high-
level block diagram of Real-Time Brokering services, as introduced in D2.4, is shown in 
Figure 13.  
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Figure 13: High-level block diagram of Real-Time Brokering 

 

The main components are the following: 

- Message Queue provides the high throughput buffer that stores the published data 
and events until they are forwarded to the subscribers 

- Topic and connection management module keeps track of the topics and the 
registered publishers and subscribers. 

- Identity and access management verifies the publishers and subscribers and their 
access to specific topics. 

 

3.4 Security Considerations 

RabbitMQ is multi-tenant system: connections, exchanges, queues, bindings, user 
permissions, policies, etc. belong to virtual hosts. Virtual hosts provide logical grouping 
and separation of resources. Separation of physical resources is not a goal of virtual hosts 
and should be considered an implementation detail. 

The “virtual hosts” mechanisms ensure three main security features: Authentication, 
Authorization and Access Control. 

Regarding the Authentication, after an application connects to RabbitMQ and before it can 
perform operations, it must authenticate, i.e., present and prove its identity. RabbitMQ takes 
that identity and checks whether or not the application can be bound to a virtual host or not. 
After this check, RabbitMQ checks whether or not the application is authorized to perform 
the requested operations (for instance, accessing resources such as queues or topics). 
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3.5 Deployment  

RabbitMQ is a highly flexible software component also regarding the deployment on a target 
machine: it fully supports the deployment to all the major virtualization mechanisms, 
including Docker, Kubernetes, and even cluster mechanisms on multiple VMs, as well as a 
simple bare-metal installation. 

For the first release of the Data Collection Platform in D3.1 (mostly used for its functional 
validation) the deployment was based on the Docker container virtualization mechanism. 
More in detail, the following docker-compose.yml file has been used in order to describe the 
deployment and the main configurations of the Real-Time Brokering. 

 
version: '3.8' 

 

services:  

  rabbitmq:  

    image: 'rabbitmq:3.8-alpine' 

    container_name: rabbitmq 

    ports: 

      - '5672:5672' 

      - '15672:15672' 

      - '5671:5671' 

      - '1883:1883' 

      - '15671:15671' 

    volumes: 

      - './rabbitmq.conf:/etc/rabbitmq/rabbitmq.conf:ro' 

      - './enabled_plugins:/etc/rabbitmq/enabled_plugins:ro' 

      - '/mnt/rabbitmq/data:/var/lib/rabbitmq' 

    restart: always 

    environment: 

      - RABBITMQ_DEFAULT_USER=<default_username> 

      - RABBITMQ_DEFAULT_PASS=<default_password> 

 

Figure 14: The docker-compose file that describe the deployment of the real-time broker in 
a virtualized environment 

Where: 

• image: it specifies where Docker will pull the image from. The Alpine distribution 
has been selected for RabbitMQ implementation with the management plugin, due 
to the limited disk space that it requires.  

• container_name: this represents the container created from the image above. 

• ports: the list of ports that will be mapped from the container to the outside world, 
for interacting with the queue and the web UI. 

• volumes: specify the map of log and data from the container to the local folder on 
the host machine. This allows to view the files directly in their local folder structure 
instead of having to connect to the container. 
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• networks: specify the network's name that the container will be using. This helps to 
separate container network configurations. 
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4 Conclusion 

This document introduces the Site-wide Data Storage and Governance suite and outlines 
its functionality within the frame of the knowlEdge platform. It summarises the initial findings 
concerning the design and the implementation of the Site-wide Data Storage and 
Governance suite. Focusing on non-functional requirements, derived from the targeted edge 
computing architecture, this report outlines various design restrictions enforced by the 
targeted architecture and elaborates on possible solution for overcoming those restrictions. 
Those findings are to be used within the other work packages in the detailed design of 
components utilising the services that the Site-wide Data Storage and Governance are 
providing. The final design and implementation decisions of those services are to be made 
considering the possible design modality of the dependent components. They will be 
reported in deliverable D3.6. which is scheduled for month 28.    
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Annex A: History 

Document History 

Versions 
• V0.1 Initial version 

• V0.2 First version summited for internal review 

• V0.3 Improved version considering the review recommendations 

• V0.4 Input from NXW considering the review recommendations 

• V0.5 VTT review 

• V1.0 final version, EU submission-ready 
 

Contributions 

• Rossen Rachev (FIT) 

• Gabriele Scivoletto, Giada Landi (NXW) 

• Rosaria Rossini (LINKS) 

• Alexandros Nizamis, Kirtsoglou Alkiviadis (CERTH) 
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